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ABSTRACT
We introduce Camera Time Warp (CamWarp), a novel reprojection
technique for video-see-through augmented reality, which reduces
the registration error between captured real-world videos and rendered virtual images. Instead of rendering the image plane locked
to the virtual camera, CamWarp renders the image plane at the
real-world position it was captured at, and compensates for potential artifacts. We conducted two experiments to evaluate the
effectiveness of CamWarp. In the first experiment participants were
asked to report subjective discomfort while moving their head in
a pattern inspired by the ISO 9241-9 Fitts’ Law task at different
speeds while the video feed was rendered at varying frame rates.
The results show that the technique can significantly reduce subjective levels of discomfort and cybersickness symptoms for all
tested configurations. In the second experiment participants were
asked to move physical objects on a projected path as quickly and
precisely as possible. Results show a positive effect of CamWarp
on speed and accuracy.
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INTRODUCTION

Video see-through (VST) head-mounted displays (HMDs) have benefits over optical see-through HMDs such as a wider field of view
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and the ability to render fully opaque virtual objects to cover the
whole reality-virtuality continuum [12–14, 17, 20]. As augmented
reality (AR) technology further matures, users will increasingly
spend more time in AR environments. However, when users undergo longer sessions in VST-AR, there is an increased risk for
cybersickness related symptoms [14] and discomfort because of the
inherent latency of the video feed. Depending on the camera, real
world images arrive with a delay of around 30 - 50 ms in the 3D
engine. Then, the frame needs to be rendered (e. g. 11 ms at 90 Hz)
and transferred to the HMD’s screen (10 - 20 ms) [3]. Therefore, the
video feed has an end-to-end latency between 50 and 80 ms in total.
This delay and the resulting registration error has a considerable
risk to cause cybersickness related symptoms including eye strain,
headaches and nausea as well as degraded visuo-motor interaction
performance [1, 8, 11, 22]. In contrast, virtual objects only require
rendering and transfer to the screen. This discrepancy becomes critical during head movements, since the delay of the camera images
will not match the delay of the virtual objects. The virtual objects, in
essence, become reference points, thus emphasizing the latency of
the video feed in the background. Although this problem has been
previously identified by Nelson et al. [14] and Yokokohji et. al. [22],
to our knowledge, no solution has sufficiently addressed the three
main issues: compensating the end-to-end latency, stabilizing the
images during mismatches of camera frame rate and HMD refresh
rate, and masking artifacts during fast head movements [3, 16].
To address these challenges, we propose Camera Time Warp
(CamWarp), a technique to mitigate the effects of latency on cybersickness. CamWarp’s core idea is to induce compensatory latency
to the HMD’s tracking system to match the latency of the video
stream.

2

RELATED WORK

There are three main theories as to the cause of cybersickness:
(i) The postural instability theory, (ii) the poison theory, and (iii)
the sensory conflict theory [8]. The last one is the most widely
accepted [9]. It is based on the premise that discrepancies between
senses which provide motion and orientation cause a perceptual
conflict within the body, for example when the latency of the video
feed causes mismatches between the user’s head proprioception
and the view [8].
Several approaches tried to decrease cybersickness effects by
targeting different causes. Fernandes and Feiner presented an approach to combat cybersickness symptoms by reducing the field of
view (FOV) during head movements in VR [4]. The FOV was decreased by blackening the peripheral vision. The authors concluded
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that effects of cybersickness can be reduced and participants would
be able to stay in the virtual environment for longer periods of time.
The disadvantage is the reduction of the FOV due to occlusion.
Van Waveren et al. described a technique called “Asynchronous
Time Warp” [21]. It applies a 2D translation to the final rendered
image that incorporates the latest head movements of the user that
have been measured after the rendering of a frame finished. When
ran asynchronous to the refresh rate of the HMD, the perceived
frame rate was increased by essentially interpolating frames. Since
this is a general solution for HMDs, it has no effect on the latency
discrepancy of rendered objects and the AR video stream.
Kim et al. [7] proposed “DotWarp”, a technique that relies on an
additional high frame rate IR camera. By blending the stereo camera
images with those of the IR camera, they achieved an increase in
perceived frame rate and reduced the perceived registration error.
Nevertheless the IR camera is still affected by latency.
Yokokohji et. al [22] implemented a predictive approach where
the imminent movement of the user is estimated from inertial measurement units on the HMD. They shifted the virtual objects based
on this information. Nevertheless predictive algorithms are not as
consistent and reliable as non-predictive approaches. Differences
in camera frame rate and HMD refresh rate were not considered.
Bajura & Neumann [1] proposed a technique to reduce registration errors in VST-AR setups by inducing additional latency
to specific parts of the setup. Their premise was that at the time,
camera technology had a lower latency than tracking technology.
They buffered the video stream’s images to match the latency of
both technologies, resulting in a reduction of registration errors.
However, this comes with several drawbacks, such as a decrease in
dexterity and hand-eye coordination. Currently, the latency of tracking systems has decreased to levels below that of stereo cameras.
This means that Bajura’s technique cannot be applied to modern
VST-AR hardware.

3

CAMERA TIME WARP

CamWarp likewise is a reprojection technique for VST-AR that reduces the registration error between AR video streams and virtual
objects by matching the camera and tracking latency. We compensate the end-to-end latency of the physical cameras by inducing
a delay to the tracking system, as opposed to buffering the video
stream. This is the opposite of what Bajura [1] proposed. Our experiments in Chapter 4 and 5 demonstrate that CamWarp comes
with all of Bajura’s technique’s merits but none of the drawbacks.

3.1

Formalization of the Problem

Latency in the context of VST-AR is defined as the delay between
recording and display of visual information. Assuming an end-toend latency of 50 ms and an HMD resolution of 1000 x 1000 pixels
over a 100◦ FOV, we can calculate that the effective displacement
of recorded objects for a head rotation speed of 60◦ /s results in an
error of 3◦ in 50 ms. Thus, the displacement of recorded objects is
30 pixels, which is wider than the thumb held at arm’s length.
The supplementary video and Figure 1 illustrate this behaviour
for a static scene that contains a real object within the user’s view
frustum. The object’s projection on the image plane (IP) leaves the
line of sight from the user’s head to the real object during head
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Figure 1: Top row: The baseline procedure in which the projection of a real object on the IP (blue line) gets off the line
of sight from the user’s head (black circle) to the real object
during head movements. Bottom row: CamWarp, in which
the IP is positioned where it has been recorded 50 ms before,
ensuring that the real object and its projection remain on
the same line.
movements due to latency. It will require twice the end-to-end
latency to return onto the line. The result is a perceived movement
of the object followed by back snapping to its real position. This is a
discrepancy between expected and experienced visual information,
which leads to discomfort and in turn can cause cybersickness [8].

3.2

CamWarp

To solve this effect of apparently moving and back snapping objects,
we need to display the information where it has been recorded. We
can achieve this by inducing a 50 ms latency to the movement of
the IP. During the 50 ms of rotation between C 0 and C 50 in Figure 1
the IP remains static. From the user’s perspective, the real and the
projected object still align. At C 75 the IP has followed half of the
user’s movement from C 0 and C 50 and is positioned according to
data from C 25 . Meanwhile, the projected object on the IP shifted
half way from the center to its end position. In C 100 both the IP and
the object’s projection have caught up with the user’s movement.
We also consider the update rate or frames per second (FPS) value
of the stereo camera. If the FPS are lower than the refresh rate of the
HMD’s display, the IP would be falsely moved in between camera
frame cycles [3]. We only update the pose of the IP with delayed
tracking data when a new frame is received from the camera driver.

3.3

Implementation

To integrate CamWarp in an AR scene, first, we need to buffer the
pose of the IP for each eye. The buffer length is defined by the
latency from the camera to the 3D engine and the HMD’s refresh
rate. In this example, 30 ms and 90Hz. We divide the latency with the
1 = 11 ms) to obtain the number
time it takes to render one frame ( 90
of frames that need to be buffered. In this example, we have to buffer
30ms = 2.7, rounded to 3 frames. One possible implementation of
11ms
this buffer is a queue of up to 3 elements [16]. Second, not every
rendered frame should move the IP. The buffer needs to be read only
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Figure 2: A frame without and with the blurred background.
The FOV is wider than usual to illustrate the effect.
if the last update from the camera driver happened F P1 S seconds or
more ago [3]. By using a queue for the pose of the IP we effectively
delay the input from the tracking of the HMD, and subsequently
match the latency of tracking and video feed.
During fast head motions, black borders representing pixels
without video information are displayed in the periphery due to
the delayed streaking of the IP. To mitigate this effect, different
masking techniques can be applied. We chose to display a copy
of the IP centered in the view frustum, and blur it. This approach
was inspired by the established practice used to display videos
in landscape mode that were shot in portrait mode to mask the
black edges on the sides. Studies in VR also showed that blurring
the peripheral vision can mitigate cybersickness effects during
head motions [15]. The computational overhead is minimal as we
simply use a lower resolution version of our current video frame,
as depicted in Figure 2.
Figure 3 illustrates the processing of a head motion over several
frames. By buffering the image plane motion we synchronize its processing with that of the video stream, giving us the desired optical
effect that is shown in Figure 1. Old video data is now displayed at
the position in 3D space where it has been recorded 3 frames before,
resulting in a stabilization of the user’s vision. This compensates
the stereo camera to engine latency. The remaining latency of transporting the rendered image from the engine to the headset is then
handled by the headsets driver with established techniques such as
Asynchronous Time Warp (ATW). ATW is an algorithm for HMD’s
that increases the perceived frame rate through interpolation by
incorporating tracking data that was not yet available during frame
buffering [21]. As a general solution for VR headsets it addresses a
different source of cybersickness and thus complements CamWarp.
We utilized them in conjunction for both our experiments.

4

CYBERSICKNESS EXPERIMENT

We conducted an experiment to confirm the effectiveness of our
approach. We used ATW as baseline and compared it to ATW
plus CamWarp with regards to subjective discomfort, similar to
Fernandes and Feiner [4]. In the experiment, participants had to
move their head in a Fitts’ Law/ISO 9241-9-inspired pattern [5]
at different speeds, while wearing an HMD with a stereo camera
extension.
Our hypothesis was that CamWarp will have a stronger effect on
low FPS values, as we expected an increased registration error without latency compensation when individual frames are displayed
for a long time. Verifying this hypothesis required low baseline

Video Stream

Figure 3: Timeline of the processing of a motion. The top
shows the processing of single frames, while the bottom illustrates the latency discrepancy of several components.

Figure 4: Our variation of MacKenzie’s pattern [10] that
guided the participant’s view. One red and a ring of white
spheres are superimposed one meter in front of the user’s
head.

FPS, the maximum FPS that match the refresh rate of the HMD,
and equidistant conditions. Of the camera driver’s 15, 30, 45, 60, 75
and 90 fps settings we chose to use 30, 60 and 90 to meet the above
mentioned criteria. We used the highest available resolution at 90
FPS, 480p per eye, across all FPS conditions for consistency.
Another hypothesis was that discomfort would increase with
higher head motion speeds due to an emphasized latency. In a short
pilot study we asked five participants to mount the HMD and move
their head at slow, medium and fast speeds. From the measurements
of the HMD’s rotation we derived a speed of 40 ◦ /s as baseline and
multiples of it with 80 and 120 ◦ /s for medium and fast movements.

4.1

Participants and Apparatus

24 participants (19 and 69 years old - M = 34.39, SD = 13.02) took
part in the experiment. The mean time per subject was 20 minutes.
We used the Unity3D engine to render the VST-AR on an Oculus
Rift CV1 at its maximum available resolution of 1080×1200 pixels
per eye over a horizontal FOV of 110◦ and the Ovrvision [18]
stereo camera with its default intrinsic calibration and a horizontal
FOV of 115◦ for the video feed. Figure 4 depicts the experiment
room and superimposed virtual spheres that were used to guide the
participants’ view. A simple user interface was included through
that participants could state their level of discomfort via a horizontal
slider after each trial. They used an Xbox One Controller for input.
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4.2

Stimuli and Procedure

The experiment started with a demographic and simulator sickness
questionnaire (SSQ) [6]. The Participants were seated in a uniformly
lit room and received an explanation of the term “discomfort”, i.e.
the aggregation of anything that would make them want to leave
the setup [4]. This includes cybersickness symptoms like nausea,
disorientation and similar entries of the SSQ. We chose to base our
experiment setup on the study of Fernandes and Feiner [4] because
of its practicality. An increase to any of the SSQ’s aspects has the
same effect: it shortens the time users can expose themselves to VSTAR. Therefore, an aggregated score is sufficient for this experiment.
Following briefing, the origin of the scene in Unity3D was reset
to position the virtual spheres in front of the participant. To ensure
that the data of all participants is comparable, their head movement
was restricted by giving them the task to gaze at a virtual red sphere
which moved in a Fitts’ law inspired pattern [10] at a speed that
produced the desired angular head movement. This also ensured an
even distribution of yaw and pitch rotations. As illustrated in Figure 4, a ring of 9 white spheres was placed at a set 1 meter distance
away from the participant. The red sphere starts at the center of the
ring and then proceeds to move in a zig-zag pattern [10]. The first
white sphere was randomly chosen in each trial. The participants
were told to keep the red sphere as close to the center of their FOV
as possible while paying attention to the video feed. The diameter
of the ring was defined by the distance to the user (1 m) and the
maximum desired head turning angle of 45◦ in any direction from
the center. This large size was chosen to encourage users to rotate
their whole head. This forced head rotation is crucial, since a stationary head does not trigger the cybersickness symptoms because
of a static IP.
The red sphere effectively travels on a plane where the white
spheres lie. That plane is oriented orthogonal to the virtual camera’s
view direction. A constant speed for the red sphere on that plane
would therefore lead to an inconsistent rotation speed for the head
and camera-rig. The head moves slower the greater the distance to
the sphere. To counteract this behaviour, we instead moved the red
sphere with a technique that relies on ray casting and projection.
In the origin position of the virtual camera (after calibration) we
located a virtual projector, that turns at a constant speed of 40, 80,
or 120 ◦ /s and sends a ray cast in front of itself. The red sphere is
positioned at the point in space where the ray cast intersects the
plane of the white spheres. We tracked the average deviation angle
from the participants center of view and the target to determine if
the instructions were followed. No participant showed a variation
in any trial that would indicate an interruption, so no data had to
be erased. The order of conditions was randomly assigned.
After each trial, a panel was displayed that asked the participant
to input their subjective level of discomfort caused by the trial, on
a scale of 1 (no problems) to 10 (severe discomfort) [4, 19]. The
original question reads “On a scale of 0 to 10, 0 being how you felt
coming in, 10 is that you want to stop, where are you now?” [4, 19].
This value is described as subjective discomfort and is used in the
analysis by Fernandes [4] and Rebenitsch [19] to derive conclusions
about cybersickness related symptoms. We excluded 0 from our
scale because of reports from initial test runs. They stated that
at least one input on the controller’s stick should be made before
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Table 1: Means of the dependent variable Discomfort for the
combination of Technique and FPS / Speed. Lower is better.
Discomfort
CamWarp
Baseline
Discomfort
CamWarp
Baseline

30 FPS
3.58 (SD=1.99)
6.58 (SD=2.27)
40 ◦ /s
2.06 (SD= .18)
3.98 (SD= .22)

60 FPS
1.69 (SD= .69)
2.99 (SD=1.98)
80 ◦ /s
2.15 (SD= .19)
4.11 (SD= .27)

90 FPS
1.61 (SD= .58)
2.38 (SD=1.65)
120 ◦ /s
2.18 (SD= .21)
4.32 (SD= .34)

Table 2: Results of the ANOVA tests at the 5% significance
level.
Effect
Technique
FPS
Speed
Technique x FPS
Technique x Speed
FPS x Speed
Technique x FPS x Speed

DFn
1
1
1
1
1
1
1

DFd
23
23
23
23
23
23
23

F
048.74
136.34
00 1.23
0 32.56
00 3.97
00 9.59
00 3.24

p
4.08 e-07
3.80 e-11
2.79 e-01
8.24 e-06
5.83 e-02
5.08 e-03
8.49 e-02

p < .05
*
*
*
*

η2
3.88 e-01
5.87 e-01
8.22 e-03
1.57 e-01
7.29 e-03
3.26 e-02
7.22 e-03

Figure 5: The distribution of the participants’ polled Discomfort for the conditions FPS and Technique. Lower is better.
enabling the submission to prevent false entries. The experiment
had to be a within-subject design because of the subjective nature
of discomfort. By testing all configurations, participants could rate
their experiences relative to each other. After successfully completing all 18 trials, the participants were asked to answer the SSQ a
second time.

4.3

Results

The results of the experiment are shown in Table 1 and Figure 5 . We
considered 3 conditions for FPS, 3 conditions for head movement
speed and 2 conditions for the technique, for a total of 3×3×2 =
18 combinations. We ran a repeated measures ANOVA test at the
5% significance level for all variables to measure the effects of FPS,
speed and technique. Table 2 lists all the calculation details.

4.4

Discussion

The results of the study demonstrate the effectiveness of CamWarp.
It received better discomfort ratings compared to the baseline in
all tested configurations (cf. Table 1). The mean for CamWarp 60
FPS is lower than the one of baseline 90 FPS, which suggests that
it is possible to trade FPS for an increase in camera resolution to
maximize comfort. Apparently, there is a point at which increasing
FPS does less for comfort than increasing camera resolution, so

Camera Time Warp

Figure 6: Plot corresponding to the mean of the dependent
variable Discomfort for FPS and Technique. Lower is better.
these parameters need to be balanced carefully to optimize the
experience. To quantify these potential benefits, an experiment
with varying camera resolutions is required.
As expected, FPS has the greatest effect on comfort, confirming our hypothesis. Figure 6 also shows that the algorithm has a
strong interaction effect with FPS, depicting a greater improvement in lower FPS settings, especially 30 FPS. This also matches
our expectations. Meanwhile, the speed variable could not produce
significant effects on the comfort level. Although, multiple participants reported that higher speeds made them feel uneasy, more
so when the FPS were low. This is in accord with the significance
of the interaction effect between FPS and head movement speed
and indicates that head movement speed has a stronger influence
on comfort if the FPS setting causes discomfort by itself, having
essentially a super-additive effect. This is true for both baseline and
CamWarp, as there is no interaction effect between technique and
head movement speed. This matches the findings of studies that
investigated the effect of head movement frequencies on cybersickness in AR [2].
Contrary to what Nelson et al. [14] found in their study, we could
not find a significant influence of time spent in AR on comfort, as
the means for each trial slot (1 to 18) did not show a trend. This
indicates that trials were not influenced by their precursors. This
might be due to the strong variance in the discomfort that was
experienced over the course of the experiment, as opposed to a
linear accumulation.
Studies in VR [4] that reported a significant effect of their technique on discomfort concluded that their technique reduces cybersickness effects. Since our study showed a similar effect, this subsequently implies that our approach likewise decreases cybersickness
effects overall. To determine if a lower aggregated discomfort score
is sufficient to reflect such an overall decrease like Fernandes [4]
and Rebenitsch [19] claimed, we asked participants to answer an
SSQ [6] before and after the experiment. From a change in actual
symptoms we can derive that participants correctly reported on
experienced cybersickness effects during the experiment contrary
to mere displeasure. We analyzed the data with a non-parametric
Wilcoxon Signed-Rank test at the 5% significance level. Although
the overall mean for all the questions in the second SSQ (M = .177,
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SD = .171) was almost 60% higher than the mean for the first
(M = .104, SD = .129), we found no statistically significant increases. We attribute this to the circumstance that cybersickness is
very subjective and participants were each susceptible to a subset
of effects, which means that we need to look at individual entries
of the SSQ instead. Applying the same test to the general discomfort entry resulted in a significant effect (p < .001) from before
(M = .0, SD = .0) to after the experiment (M = .375, SD = .564).
Similar effects can be found for fatigue (from M = .208, SD = .415
to M = .416, SD = .583), eyestrain (from M = .25, SD = .442 to
M = .75, SD = .737), nausea (from M = .0, SD = .0 to M = .125,
SD = .564) and blurred vision (from M = .0, SD = .0 to M = 0.333,
SD = 0.381). This result suggests that participants reported lower
cybersickness related symptoms overall when CamWarp was enabled. This in turn increases the likelihood that users can have
longer sessions in AR.

5

USER PERFORMANCE EXPERIMENT

The discomfort experiment showed the effectiveness of CamWarp
for head movements in scenes with a static real-world environment.
We therefore asked the question: Does our approach have similar
beneficial effects in a real-world interaction scenario? In this section,
we describe an experiment we conducted to confirm our hypothesis
that this would indeed be the case. Like the previous study, we took
the standard technique as a baseline and compared it to CamWarp.
This time we compared them in regards to speed and accuracy of
the execution of hand-eye coordination tasks in AR.
The participants had to move physical objects from one shelf
compartment to another through a projected 3D-tunnel (Figure 7).
The experiment is inspired by the steering law, which predicts
movement speed in a tunnel on a 2D-plane. It reflects scenarios like
a mechanic receiving virtual support for fixing an engine, a surgeon
getting instructions for a cut or a warehouse worker sorting the
inventory.
Our hypothesis was that CamWarp would have positive effects
on user performance, so we opted to use the same camera configurations as in the first experiment (30, 60 and 90 FPS at 480p per eye).
This includes a stronger impact on low camera FPS values and a
significant effect on tasks that incorporate frequent head movement.
Real-world applications typically do not restrict the speed at which
the user’s head moves, so there was no enforced head rotation in
this experiment. Through the experiments design participants were
encouraged to perform sidesteps and therefore move the camera
with a mix of rotational and translational motions.

5.1

Participants and Apparatus

23 participants (20 and 38 years old - M = 27.33, SD = 4.49) took part
in the experiment. The mean time per subject was 15 minutes. To
track the objects in 3D space, we exchanged the HMD for the HTC
Vive and its room-scale tracking, and fitted it with the Ovrvision.
This headset features the same resolution of 1080×1200 pixels per
eye over a 110◦ horizontal FOV. Figure 7 depicts the setup and the
superimposed virtual tunnel that was used to guide the participants
movement. The participants stood in front of a shelf that consisted
of 9 compartments arranged in a 3 by 3 layout, each compartment
measuring 35 by 45 centimeters.
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Table 3: Means of the dependent variables Accuracy (lower
is better), Movement Velocity (higher is better) and Search
Velocity (higher is better) for the combination of Technique
and FPS.
Accuracy
CamWarp
Baseline
Movement Velocity
CamWarp
Baseline
Search Velocity
CamWarp
Baseline

Figure 7: The cardboard shelf and rendered 3D-tunnel. The
color and animation were picked to associate flowing water,
promoting quick identification of start and end points of the
tunnel.

5.2

Stimuli and Procedure

The experiment started with a demographic questionnaire and an
SSQ [6]. The Vive controllers were put in the top left and top right
compartments of the shelf to calibrate the pose of the shelf in the
tracking space. This enabled occlusion of the tunnels through a
co-located transparent model of the shelf. Following calibration,
participants were tasked to move one of the controllers from the
compartment it was located to an unoccupied one. Their movement
was guided by a 3D tunnel that consisted of a white center line and
a blue half-transparent cylindrical wall with a flowing animation (cf.
Figure 7). It started at the center of the occupied compartment and
extended 10 centimeters towards the user. From there, it continued
in a straight line to a point 10 centimeters in front of the destination
compartment, and finished at its center. Participants were tasked
to pick up the indicated controller and move it to its destination as
quickly as possible, while keeping the center of the controller’s ring
as close to the center line as they can. As these goals are conflicting,
participants were asked to maintain a balance between the two. As
soon as the controller reached its destination, the active controller
and its destination were picked at random for the next trial.
Each combination of conditions consisted of 10 trials. We tracked
three parameters during each. For accuracy, we measured the average distance from the center of the controllers ring to the closest
point on the white center line. For speed we had to track the time
between the active controller being picked up from its compartment
and being laid down at its destination. Because the distance from
one shelf compartment to another is not uniform, we chose to track
the average velocity of the controller as a function of the length of
the current tunnel and the time from picking up to laying down
the active controller to get comparable data on the speed. This will
henceforth be called movement velocity. Similarly we tracked the
average velocity of the participants hand from laying down the
controller to picking up the next one as the average search velocity.
The experiment was a within-subjects design to account for the
individual differences in speed and accuracy. After successfully
completing all 60 trials, participants were asked to answer a second
SSQ.

30 FPS
2.51 (SD=1.40)
3.93 (SD=2.55)
30 FPS
.93 (SD= .30)
.85 (SD= .36)
30 FPS
1.16 (SD= .24)
.55 (SD= .19)

60 FPS
2.22 (SD=1.36)
3.46 (SD=1.77)
60 FPS
.98 (SD= .33)
.87 (SD= .39)
60 FPS
.96 (SD= .18)
.68 (SD= .27)

90 FPS
2.07 (SD=1.59)
2.90 (SD=1.64)
90 FPS
1.13 (SD= .39)
.88 (SD= .52)
90 FPS
1.39 (SD= .28)
.62 (SD= .23)

Table 4: Results of the ANOVA tests at the 5% significance
level.
Accuracy
Technique
FPS
Technique x FPS
Movement Velocity
Technique
FPS
Technique x FPS
Search Velocity
Technique
FPS
Technique x FPS

5.3

DFn
1
1
1
DFn
1
1
1
DFn
1
1
1

DFd
22
22
22
DFd
22
22
22
DFd
22
22
22

F
027.74
013.82
002.88
F
016.70
008.16
009.75
F
001.51
000.13
000.04

p
2.77 e-05
1.19 e-03
1.04 e-01
p
4.89 e-04
9.19 e-03
4.96 e-03
p
2.32 e-01
7.15 e-01
8.41 e-01

p < .05
*
*
p < .05
*
*
*
p < .05

η2
3.91 e-01
1.46 e-01
2.79 e-02
η2
2.60 e-01
1.20 e-01
6.93 e-02
η2
1.98 e-02
2.16 e-03
6.62 e-04

Results

The results of the experiment are shown in Table 3. Due to the
erasure of the rotation speed, we consider 2 conditions for the technique and 3 conditions for FPS for a total of 2×3 = 6 combinations.
We ran three separate repeated measures ANOVA tests at the 5%
significance level for all variables for accuracy, movement velocity
and search velocity. Table 4 lists all the calculation details.

5.4

Discussion

The results of the user performance study confirm our hypotheses
stemming from the cybersickness experiment. In all tested configurations CamWarp had a positive impact on the accuracy and
the movement velocity of the controller (cf. Table 3). We did not
find an interaction effect between technique and FPS, meaning that
CamWarp has a similar rate of improvement on all tested FPS values (F 1,22 = 2.88, p = .104). The means of the search velocity were
favorable overall, but did not amount to a statistically significant effect. We assume that this circumstance is due to the low number of
individual controllers. The VR system we used for our experiment
only allows for tracking two hand-held wands. This potentially
limits the study by introducing memory effects. Participants had
the next controller to be grasped either directly in front, or could
perhaps remember where they put it last. This is reflected in the FPS
value having no significant effect on this parameter either. Hence,
our assumption that CamWarp reduces the time it takes participants to find the next controller could not be validated. A higher
number of controllers could potentially have resulted in more head

Camera Time Warp
movements and searching, thus making the benefits of CamWarp
more salient.
We found strong evidence for CamWarp’s effectiveness in the
movement velocity that represents the participants’ ability to interact in mixed reality setups, while searching appears to be restricted mainly to cognitive processes. Based on the effect sizes
of the ANOVA tests, the technique has an even stronger effect
on performance than FPS. This indicates that when participants
could freely choose how fast they wanted to turn or move their
head, the reduced latency of the CamWarp technique encouraged
them to do so more quickly, resulting in faster movements overall.
The interaction effect between FPS and technique suggests that
high FPS have a positive effect on the effectiveness of CamWarp
in regards to movement velocity. Like the super-additive effect of
low FPS and no latency compensation on cybersickness, we see
a super-additive effect of high FPS and latency compensation on
movement velocity. The standard deviation is of considerable size
in both measured velocities and the accuracy. This is due to the free
choice of balancing these factors. Participants answered an SSQ
before and after, with identical results to the first experiment.

6

CONCLUSION AND FUTURE WORK

We presented a novel and easy to implement technique to reduce
cybersickness symptoms caused by latency of the video stream
and improve user performance in hand-eye coordination tasks in
VST-AR. We contributed the implementation as well as evidence
from a user study suggesting that this approach can be used to
significantly increase comfort in VST-AR, enabling longer sessions
in such setups. Our results suggest that it is possible to lower the FPS
settings of the stereo camera in favor of higher resolution, without
decreasing the comfort for certain configurations. At the highest
available FPS configuration, on average participants moved objects
28.6% faster while being 22.1% closer to the perfect trajectory.
Despite increases in camera sensor resolution and frame rates, a
certain amount of latency from recording to display will most likely
persist. With this latency being a constant in HMDs, compensating
its effects remains a necessity and solutions like CamWarp will
be relevant even when the hardware of VST HMDs advances. I.e.,
even 4K video per eye at 360FPS would still benefit because of the
end-to-end latency. In comparison to the referenced techniques,
we showed that CamWarp has a positive effect on hand-eye coordination and registration errors without the need for additional
hardware or predictive algorithms. It masks black border artifacts
during head movements while compensating latency and frame
rate discrepancies.
CamWarp can be applied to a wide range of setups that rely on
camera input and positional tracking. We are interested in testing
it on hardware that is responsible for the safety of passengers in
vehicles. Confirming its positive effect on hand-eye coordination
during optical flows originating from the center of the FOV in VSTAR helmets for motorcyclists and pilots as well as a reduction in
registration errors in camera-based 3D geometry reconstruction in
autonomous cars remains as a target for future work.
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