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A BSTRACT
In this paper we introduce a novel approach to interactively generate a virtual environment (VE) as reconstruction of the real world by
using a swarm of autonomously flying miniature unmanned aerial
vehicles (MUAVs). In our system each of the MUAVs is equipped
with advanced network as well as different sensor technologies,
which allow to capture images from low altitudes and to transfer
those to a ground station, where the captured environment is reconstructed. At the ground station, the virtual 3D reconstruction
is displayed in different virtual reality (VR) environments in which
operators can not only explore the VE, but also interactively control
the 3D reconstruction process. Therefore, virtual representations of
the real MUAVs are visually integrated in the VE according to their
real world position and orientation. The operator can manually steer
these virtual MUAVs leading to corresponding movements of their
real world counterparts.
In this paper we introduce the AVIGLE project. In particular, we
describe the 3D reconstruction process as well as the rendering of
the large amount of data collected by the MUAVs. Furthermore, we
outline the VR setup, and explain in detail how operators can interact with the virtual 3D reconstruction and the visual representation
of the MUAVs.
Index Terms: Information Interfaces and Presentation [H.5.1]:
Multimedia Information Systems—Artificial, augmented and virtual realities
Computer Graphics [I.3.7]: Three-Dimensional Graphics and
Realism—Virtual reality
1 I NTRODUCTION
Today aerial images and 3D urban models play an essential role in
surveying, the creation of maps and many other applications. Since
the emergence of tools like Google Maps and Google Earth, the
photographs taken from airplanes and satellites as well as the 3D
geometry of urban areas are no longer restricted to specific uses,
but are widely accessible. In this context virtual reality (VR) technology has proven its benefits for presentation of three-dimensional
data in an immersive way, in particular in the geoscience domain.
Due to benefits of stereoscopic display and tracking technology,
typically virtual 3D urban models are displayed in VR environments like CAVEs, projection walls, or head-mounted displays
(HMDs) [10, 31], and allow multiple users to explore such geospatial data.
For the purpose of reconstructing an urban area, airplanes usually follow exact trajectories and time protocols when capturing
such a region. For instance, a common pattern is to acquire images with an overlap of approximately 60%. In addition, in most
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cases calibrated cameras and exact on-board measurement devices
are used in order to simplify the registration and generation process.
All these constraints enable the extraction of 3D points from the
aerial images. In order to display the aerial and geometry data, level
of detail and simplification algorithms have to be applied, which reduce the amount of data to be processed by the graphics processing
unit [8]. However, most of these systems require several manual
processes, and therefore it takes a long time (up to several weeks)
until the recorded data is fully processed and a corresponding 3D
representation can be visualized.
Hence, the automatic generation of virtual 3D models from aerial
images and geo-referenced basis data is of major interest for many
different application domains [30]. Since image acquisition is one
of the most expensive steps in traditional aerial photography using airplanes or satellites, the usage of more flexible and efficient
approaches to obtain aerial images has been the primary purpose
of photogrammetric communities. Miniaturized unmanned flying
robots, also referred to as MUAVs (Miniature Unmanned Aerial
Vehicles), open up new possibilities in this context. Because of
the emergence of MUAVs, the nowadays widespread use of uncalibrated digital cameras and the progress of photogrammetric technologies, aerial image acquisition from low altitudes attracts major interest. One of the many examples of image acquisition using
MUAVs is a project of the ETH Zurich [27] that is based upon manual data processing. Some projects already exploit automatic processing of data. For instance, the ARTIS helicopter [2] of the German Aerospace Center (DLR) is a typical application in the domain
of autonomous flight control and collision detection and avoidance.
This project is focussed on an individual UAV, rather than a swarm.
First approaches to address the challenges of photogrammetric processing of such low altitude images recently evolved [36], however,
acquisition and photogrammetric processing of low altitude image
sequences with MUAVs is still at an early stage. For these reasons,
in the context of MUAVs none of the existing solutions provides
sufficient concepts to allow the reconstruction of a 3D model of the
captured area in quasi-real time, i. e., within a few minutes.
In this paper we introduce a novel 3D reconstruction process as
well as rendering techniques that we developed to display large
amount of data collected by the MUAVs in a VR environment.
Furthermore, we propose concepts how operators can interact with
the virtual 3D reconstruction and the visual representation of the
MUAVs.
The remainder of this paper is structured as follows. Section 2
introduces the AVIGLE project in which the introduced concepts
have been developed. Section 3 explains how we generate textures
from the aerial images that can be displayed in real time. Section 4
describes the 3D reconstruction processes based on the captured
images. Section 5 introduces the VR concepts used in the scope of
this project. Section 6 concludes the paper and gives an overview
about future work.
2

P ROJECT AVIGLE

In the project AVIGLE, each MUAV of a partly autonomous, interconnected flying swarm is equipped with different sensing technology in order to acquire low altitude and high resolution images
from which a virtual 3D model shall be reconstructed in quasi-real

Figure 3: Example 3D city model used for the simulation.

3. Definition of interfaces between different subsystems and development of communication protocols.
4. Development of a process to create a virtual environment
(VE) from aerial photographs.
Figure 1: The two main objectives of the AVIGLE project.

time. As mentioned in Section 1, currently, the mostly used low altitude platforms for image data acquisition are helicopters, remote
controlled model aircrafts or tethered balloons [14, 21].
2.1 Goals
The AVIGLE [1] project is an industrial research project in which
three universities and seven members of the high tech industry combine their domain knowledge and expertise to create a new multifunctional aerial service platform. University working groups with
focusses on flight dynamics, communication networks and computer graphics, VR and visualization are working together with industry experts for building MUAVs, wireless communication technology and traditional aerial photogrammetry to create a swarm of
partly autonomous flying robots to provide inexpensive alternatives
to existing approaches.
The project intends to develop a swarm of MUAVs for two main
objectives (cf. Figure 1).
• Virtual reality. Acquisition of aerial photographs that can be
used to extract 3D geometrical information of buildings and
landscapes. An efficient process to create 3D models for VR
and visualization applications is to be developed. Such VEs
can be used for visualization and simulation purposes in city
planning, architecture and catastrophe management.
• Avionic Cellular Network Provision. Temporary supplementation of cellular networks through flying relay stations. At
events where large crowds of people come together, like sport
events or concerts, the amount of voice and data traffic cannot be handled by the existing stationary infrastructure. Here
the existing cellular network can be extended by a swarm of
MUAVs.
In order to address these two goals, the project is divided into four
basic work packages.
1. Design and development of autonomous MUAVs.
2. Development of team strategies and swarming algorithms for
acquisition of aerial photographs or establishment of a cellular
network.

In the scope of this paper we focus on the fourth work package, in
which the VE will be generated and interaction with the swarm will
be implemented.
2.2

Virtual Reality

The use of VR is one essential component of the entire project. As
the project is highly collaborative often multiple decision makers
are involved, for example, in determining what areas need to be
covered next and which MUAVs should be used for the task. Using collaborative VR setups like CAVE or projection wall environments [12] supports multiple users to examine and discuss different
configurations in the virtual world before decisions are made. Furthermore, a VR presentation allows multiple users to experience the
AVIGLE project in an immersive way.
The main idea of the project is to generate a VE based on images captured by the MUAVs. Figure 2 shows the data processing
workflow illustrating how this model is generated and further processed. The MUAVs acquire aerial photographs of the area that is to
be reconstructed. In the next processing steps a VE is reconstructed
from the aerial photographs. The different steps are described in
more detail in Sections 3 and 4. The usage of stereoscopic displays
and head-tracking supports a comprehensive perspective for operators as well as viewers to the VE that would not be possible on
a desktop display. However, in this project VR technology is not
only used for presentation purposes, but also for interaction with
the swarm (cf. Section 5.2).
2.3

Simulation

This project involves a lot of risks. For instance, due to complex
work packages, it is uncertain at what time during the project an actual flying platform will be available and when testing in urban environments will be allowed. Obviously, it would be very dangerous
to test different routing and obstacle avoidance algorithms using a
real MUAV. Therefore, we simulate the entire project in a VR-based
environment. By simulating the MUAVs in a VE a data processing
workflow can be developed using simulated data, which is independent of hardware manufacturing and flight permissions. Until real
MUAVs are available for testing we use our VR-based MUAV simulator, described in [32], to generate simulated aerial photographs.
In our simulator framework, a virtual model of an urban area can
be imported, which then has to be reconstructed by means of the
different processes described later. The model was generated using
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steering commands
Figure 2: Illustration of the AVIGLE processing pipeline from left to right: (1) Image acquisition using MUAVs, (2) Texture Generation and 3D
Reconstruction (i. e., 3D point cloud and mesh generation), and (3) Virtual Environment. Using the virtual environment the operator can issue
steering commands to the MUAVs.

the CityEngine software by Procedural [3], that allows us to easily
generate arbitrary virtual city models based on procedural methods.The simulator described in [32] has been extended and allows
us to capture images from the virtual city similar to those that will
be acquired by the real MUAVs later in the project. Figure 3 shows
a sample city model generated for use in the simulation system.
In the next sections we describe how these images are further
processed for the 3D reconstruction and rendering of the VE.
3

T EXTURE G ENERATION

As texture maps (or simply textures) are essential elements for providing high detailed information in VEs, we generate a single virtual texture from the aerial images acquired by the MUAVs. The
entire texture may become easily too large to fit entirely into video
memory (VRAM) or even main memory and therefore has to be
partitioned. In addition, we must update its content from new aerial
images in order to provide the viewer with the latest information
available. As new aerial images may be located outside the current
boundaries of the virtual texture, we cannot limit it to a fixed extent.
We therefore developed the Flexible Clipmap (FCM) [15], a technique for incrementally generating, updating and rendering a very
large texture in real time. The FCM is based on the concept of a
clipmap as introduced by Tanner et al. [34], but it is able to grow,
i. e., that its content and in particular its extent may be altered in the
course of time at frequent rates.
The process of texture generation from aerial images and rendering using the FCM is described in the following section.
3.1

Background

In order to employ texture maps of very large extent for rendering,
a common method is to virtualize them by using a clipmap as the
original texture may be too large to fit into video memory or main
memory. The clipmap is based on mipmaps and provides levelof-detail (LOD) selection in the same way a mipmap does, i. e.,
by means of downsampling the original texture by a factor of two
along each direction. This reduces texture aliasing caused by minifaction of texels in screen space while displaying the texture from
an oblique angle or larger distances and enhances the visual quality
of the rendering. But in contrast to a full mipmap, a clipmap only
keeps a small rectangular section which is currently visible to the
viewer in VRAM in order to control the memory consumption of

Figure 4: Scheme of a clipmap consisting of L = 7 cliplevels.

the virtual texture within a limited amount of physical memory. As
the viewer’s eye point moves, this section is updated using toroidal
addressing and the entire texture is thereby virtualized. Figure 4
illustrates the principle of the clipmap. However, the original approach by Tanner et al. requires special hardware for updating texels within the roaming window and operates on textures of static
content and of fixed extent.
3.2

The Flexible Clipmap

The Flexible Clipmap makes use of a tile-based approach and modern GPU features, similar to implementations by [11, 29, 33, 26].
But in contrast, the FCM not only permits to efficiently update the
content of the virtual texture, it also permits to handle virtual textures whose extent is changing in the course of time, which we term
growing textures. This is accomplished as described in the following sections:
The aerial images provided by the MUAVs with added meta-

information like GPS positions, timestamps, etc. are georeferenced
to a real world coordinate system, registered with each other, and
perspective distortions are removed. Due to the perspective corrections, the images do not necessarily cover a rectangular area
any longer, but a minimal enclosing axis-aligned box (bounding
box) can be calculated. Areas not containing image information are
marked as empty. We call a pre-processed image together with its
bounding box and meta-information a patch and store it in a spatial
indexing data structure that supports point and in particular window queries. Currently we employ a R∗ -tree [9] as spatial index,
an extension of the R-tree [18], which is well-suited for construction by successive insertions. The virtual texture is conceptually
the frustum of a mipmap consisting of the L most-detailed levels
(cliplevels), with each mipmap level being divided into tiles of the
same size. At the topmost level l = L − 1, the virtual texture is only
a single tile which contains a downsampled version of the entire
texture (cf. Figure 4). The content of the tiles at the lowest level
l = 0 is obtained by querying the spatial index with the bounding
box of the respective tile and blending the returned patches. To
control the quality of the generated virtual texture, different filter
criteria, like the timestamp, image contrast, etc. can be used to filter the retrieved patches. In many cases it is also sufficient to only
consider the latest patches and blend them with the respective tiles
which have already been generated (incremental updating). The
tiles at each level are identified with grid cells in real world coordinates and each two neighbored tiles are grouped together to form
the tiles at the next higher level. Thereby the content of the tiles
at levels 0 < l ≤ L − 1 is obtained by copying the downsampled
content from the 2 × 2 subordinated tiles (children) into the respective regions within their parent. Tiles which are not covered by
any patch do not contain any image information and are therefore
neither generated nor required for rendering. Whenever a patch is
inserted outside the current boundaries of the FCM, one or more
former empty tiles at l = 0 need to be updated and their new content has to be propagated to their respective parents. If the parents
are empty themselves, they also need to be created. Thereby the
former topmost level at L − 1 may become too small to cover the
entire underlying area by a single tile and additional levels will be
added until the entire area is again covered by exactly one tile at the
topmost level.

3.3

Rendering

To control the memory consumption, the FCM keeps only a subset of the tiles centered around the viewer’s eye point in memory.
Each level posseses an active area of ax (l) × ay (l) tiles which is
stored in the tile array in VRAM and a superset, the clip area, of
cx (l)×cy (l) tiles which are stored in the tile cache in main memory.
The qunatities ad (l) and cd (l) with d ∈ {x, y} are limited by some
constants Ad and Cd respectively such that Cd ≥ Ad and Ad times
the size of one tile is greater or equal than the size of the viewport in
the respective dimension in order to control the memory consumption. This relation is illustrated in Figure 5 at a single level. The tile
cache as well as the tile array are updated using toroidal addressing
as the viewer’s eye point moves. Texture mapping is done by a GPU
fragment program (shader), which determines the ideal cliplevel l f
based on the most-detailed cliplevel currently available in the tile
array and the minification of each texel in screen space. If a tile
at the desired level is not available, e. g., if it could not be updated
or uploaded to VRAM in time, the tile from the next coarser level
is taken to guarantee visual continuity. The FCM does not require
any partitioning of the underlying geometric model which is being
textured and can for instance be used on a digital surface model
(DSM) of the captured area as shown in Figure 6.

Figure 6: Example of a DSM textured with the content of the FCM
captured by virtual MUAVs.

4

3D R ECONSTRUCTION

To create a virtual model of the real world for the VE several processing steps are necessary. The following sections describe the
pre-processing steps necessary to calculate 3D point clouds (Section 4.3) that can be further processed to generate a 3D surface mesh
(Section 4.4).
4.1

Figure 5: Illustration of the different components where clipmap tiles
can be located.

Rectification and Georeferencing

The captured aerial rectangular images may have different perspectives due to view point and orientation changes of the MUAVs. In
order to provide a texture which can be shown within a few seconds, the images have to be rectified. For this purpose the aerial
images are projected on the ground using an approximate terrain
heightmap and the data of the built-in sensors. The GPS and INS
(inertial navigation system) sensor data is logged for each image
to provide approximate location and orientation with respect to the
world coordinate system in UTM (Universal Transverse Mercator)
coordinates. While the INS may provide an accuracy of about one
degree for yaw, pitch and roll orientation, the position data obtained

from GPS will differ several meters from the real location and altitude. This knowledge of positional data and the terrain heightmap
is used to georeference the images in UTM coordinates. To increase
accuracy we plan to register the captured image with existing basis
data, i. e. orthophotos which partly show the same content. Such
orthophotos, which have been acquired by airplane overflights or
satellites, are globally available. This image registration process
with existing orthophotos is similar to the process of registering
only images captured from MUAVs that is described in the following section.
4.2

Image Registration

Two images with overlapping areas provide different views on the
same scene. Thus, there may be image points that occur in both
images. Image registration is used to identify some of these image
points in one image, which may be found in the other image. On
that account we extract image points which have very special features defining each point almost uniquely. Thus, the points have to
be invariant against image distortions like scale, rotation, viewpoint
changes, etc. With these unique features the points can be found in
the other image very robustly. The point correspondences between
two images can be used in different ways. On the one hand captured images may be referenced to the basis data to increase the
accuracy of georeferencing (see Section 4.1) and on the other hand
the images can be used for 3D reconstruction with pose estimation
(see Section 4.3).
4.3

3D Point Cloud Calculation

To build a complete 3D model from aerial images, firstly, we extract
3D data from overlapping images. The 3D structure is represented
as a cloud of 3D points which can be further processed to generate
a 3D mesh (cf. Section 4.4). GPS and INS sensor data could not be
used for 3D reconstruction directly due to a lack of accuracy. Thus,
more precise and robust approaches have to be applied to generate
a 3D point cloud that approximates the structure of the scene. The
scale ambiguity can be eliminated by aligning the point cloud to the
data acquired by georeferencing (see Section 4.1).
A lot of processing steps are involved in reconstructing the scene
from multiple views. In our approach a two-view geometry is estimated as a first basic step using the point correspondences (see
Section 4.2). Thereby the essential matrix is estimated which represents the camera pose between two images except for a scale factor.
Due to the known camera pose a triangulation algorithm is used
to retrieve the 3D coordinates of the point correspondences. At
the end of the 3D reconstruction process there are 3D point clouds
generated for each image pair. Using bundle adjustment we merge
the point clouds and optimize them in the sense of minimum reprojection error.
Figure 7 contains the 3D point cloud that was calculated using
the two images shown. These point clouds are further processed by
the surface reconstruction process described in the next section.
4.4

Surface Reconstruction

Having available the unorganized 3D point cloud, the surface reconstruction process can start to generate a triangle mesh approximating the points. Since this topic is widely studied, computer
graphics literature offers several approaches for this task: Hoppe
et al. presented an important deterministic two-pass algorithm [20].
By fitting tangent planes to the unorganized points they first define an implicit surface approximation. After that, the final mesh
is constructed by sampling the implicit function by a variation
of the marching cubes algorithm. Edelsbrunner’s and Muecke’s
α-shapes algorithms reduces a Delaunay tetrahedralization of the
point cloud—intuitively, the final shape is carved from the convex
hull by a sphere of a predefined radius [13]. The crust algorithm by
Amenta et al. based on a 3D Voronoi diagram does not rely on such

Figure 7: 3D point cloud calculated using the two images shown.

a predefined radius [4, 5]. Kolluri et al. later refined this algorithm
to their eigencrust algorithm [25].
All these algorithms have been proven to perform very well in
a variety of applications for static point clouds of a few thousand
points. But, in the AVIGLE project we are expecting point clouds
with huge sets of points that are incrementally refined while acquiring new aerial images. Thus, our approach is not based on a
deterministic algorithm but on an artificial neural network capable
of unsupervised learning. Neural networks are known to handle
sample sets of arbitrary sizes very well, since learning algorithms
operate on a single sample at a time, only. This is especially useful
for prolonged operation times and for large areas to be covered by
the system. Furthermore neural networks reduce the noise of the
sampled data in the 3D point cloud.
First experiments for surface reconstruction in the AVIGLE
project were conducted using a technique similar to the one proposed by Hoffmann and Varady, while creating triangle meshes instead of NURBS surfaces [19]. The artificial neural network used
for these experiments is based on Kohonen’s Self-Organizing Map
(SOM) [24]. The output nodes of the SOM form a triangle mesh
with predefined edge connections and facets. During the unsupervised learning process, samples from the point cloud are presented
to the input nodes of the SOM in random order. For every sample
the best matching unit (BMU) of the output neurons is determined.
After that, the BMU and its neighboring neurons are moved towards
the sample presented according to a predefined, decaying learning
rate. After several iterations the 3D mesh formed by the output neurons of the SOM approximate the samples of the 3D point cloud.
The number of iterations depends on the learning rate and the number of points in the point cloud.
The results of these experiments prove the system to be usable
in the AVIGLE project (Figure 8). However, they also revealed
a limitation of using a SOM for surface reconstruction: The size
of the network remains fixed over the complete learning period.
Since data in the 3D point cloud is iteratively refined while taking
more aerial images, the reconstructed triangle mesh has to learn
additional points iteratively, by adapting the size of the underlying
neural network.
Therefore, we are moving towards an approach based on Grow-
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Figure 8: Surface reconstruction of a 3D point cloud utilizing a Self-Organizing Map. (a) 3D point cloud, (b) mesh after 500 iterations, (c) mesh
after 2,000 iterations, (d) mesh after 8,000 iterations.

the current state of the 3D virtual model can be visualized, and the
operator can view the results and interact with the VE.
vertex split
edge collapse

Figure 9: A neural network based on Growing Cell Structures or
Growing Neural Gas implements vertex split (from left to right) to
refine and edge collapse (from right to left) to reduce the mesh locally.
Vertex split adds three new edges and two new facets to the mesh
whereas edge collapse removes these.

ing Cell Structures (GCS) [16] or Growing Neural Gas (GNG) [17]
presented by Fritzke. Both GCS and GNG are also capable of unsupervised learning. Furthermore, they are able to adjust the size
of the output mesh during the learning phase when necessary (Figure 9).
Recent findings in computer graphics literature offer a profound
basis for the surface reconstruction process in the AVIGLE project.
Ivrissimtzis et al. extended GCS by Laplacian smoothing to prevent fold-overs and convergence to local minima [23]. Later,
they introduced Neural Mesh Ensembles, by reconstructing several
coarse meshes from the same point cloud and averaging them afterwards [22]. Recently Annuth and Bohn presented Growing Cell
Meshing [6]. Their Smart Growing Cells extension to GCS gives
promising results and allows for reconstructing objects with discontinuities and modifying the topology of the underlying network [7].
During the AVIGLE project we will use these recent advances to
design a robust surface reconstruction algorithm, well suited for the
special needs of the project.
5

V IRTUAL E NVIRONMENT

After the image data has been processed and a corresponding textured 3D model has been derived as described in Sections 3 and 4,

5.1

Visualization

In our setup the VE generated by the approach described above
is visualized on a large multi-touch enabled passive-stereoscopic
back-projection screen from a top-view perspective (see Figure 10).
Visual representations of all MUAVs that are flying are displayed
together with the current state of the reconstructed model. The
multi-touch stereoscopic wall prototype is based on the rear-diffuse
illumination principle [28]. Infrared (IR) illuminators are used
to back-light the projection surface in such a way that the infrared camera captures reflected IR light. Hence, when an object,
such as a finger or palm, comes in contact with the surface it reflects the IR light, which is then captured by a camera. We use a
300 cm × 220 cm projection screen as touch surface, and a total of
four IR illuminators (i. e., high-power IR lamps) for back-lighting
this surface. Since our projection screen is made from a matte,
diffusing material, we do not need an additional diffusing layer
for it. A digital video camera (PointGrey Dragonfly2) equipped
with a wide-angle lens and a matching infrared band-pass filter is
mounted at a distance of 3 m from the screen and captures an 8bit monochrome video stream with a resolution of 1024 × 768 at
30 fps (2.95 mm2 precision on the surface). For visualization we
use passive stereoscopic back projection with circular polarization.
Two DLP projectors with a resolution of 1280 × 960 provide stereo
images for the left and right eye of the user. A stereoscopic display
of the generated VE is important, since the operator needs to interact with the swarm of MUAVs. Therefore, it is important that the
relative altitude of a MUAV can be derived from the visualization.
Due to the stereoscopic display MUAVs at different altitudes will
be displayed with different stereoscopic parallaxes.
In order to display the images and the MUAVs we decided to
also support the usage of a head-mounted display (HMD) as an alternative concept. While large projection walls enable the operator
to view the entire scenery, head-mounted displays allow to explore
the data from a first person perspective. The AVIGLE project will
also generate 3D visualizations for people navigating through the

Figure 10: Two operators viewing the area covered by the MUAVs
and issuing commands to the MUAVs using a multi-touch enabled
stereographic projection wall.

real world which is captured by the swarm, for instance, firefighters
in catastrophe management. This first person viewing perspective
can be explored in an immersive HMD environment. This first person perspective is particularly useful to evaluate the reconstructed
model in comparison to the original one.
5.2

Interaction

The development of an efficient and intuitive user interface that
enables the operator to control swarms consisting of numerous
MUAVs is a complex task, that is crucial for the success of project
AVIGLE. The use of multi-touch interaction offers several benefits.
On the large display several users can view the virtual environment
at the same time and interact with the MUAVs cooperatively, as
shown in Figure 10. Using multi-touch technology provides a good
foundation for developing an intuitive interaction scheme. The user
can simply touch the visual representations of the MUAVs and interact with them to issue commands to the real MUAVs.
The use of a stereoscopic projection lets the user perceive the
altitudes of the visual representation of the MUAVs and perceive
their relative positions. This enables the user to efficiently plan
the movements of the MUAVs, for instance to get a specific area
covered. The interaction with stereoscopically displayed objects on
a multi-touch surface is introduced in [35].
To navigate in the VE established multi-touch metaphors are
used. To move the displayed model the user can just touch it anywhere and drag it to the desired position. With a second touch the
view can be rotated around the first touch point. Using a pinch gesture the user can zoom in and out. Additionally, the user can tilt
the view by sliding two fingers up and down on the display. The
camera’s degrees of freedom have intentionally been restricted to
these actions. To help the user keeping an overview of the scene
it is presented in a controllable top-down view, rather than using a
free floating camera.
To issue a movement command to a MUAV the user just touches
its visual representation and begins to draw a movement path.
When the path is finished the user lifts his finger of the multi-touch
surface and the path is sent to the MUAV. Often the user wants to
position a MUAV over a specific point on the ground. To enable
the user to position the MUAV precisely, a shadow of the path is
shown on the ground while it is being drawn (cf. Figure 11). Currently the paths are drawn on a plane parallel to the ground at the
current altitude of the MUAV that is being steered, i. e., no altitude
changes are specified using a path. This restriction is necessary to

Figure 11: Illustration of MUAV steering metaphors: (top) movement
commands are issued by touching a MUAV and drawing a path; (bottom) altitude changes are issued using a two finger gesture.

enable a coherent behavior of movement commands from different
camera perspectives. Later on an interaction metaphor, that allows
the specification of three-dimensional paths is to be developed. For
now the altitude of a MUAV can only be changed using a separate
action. The altitude of a stationary MUAV or a MUAV and its current movement path can be changed by touching the MUAV with
two fingers and sliding up or down on the display, to increase or decrease the altitude respectively (cf. Figure 11). Through the use of
multi-touch technology multiple MUAVs can be controlled at the
same time using the interaction metaphors described above. The
development of swarm behavior algorithms is also part of project
AVIGLE, therefore later during the project indirect controls for the
swarm will become necessary. For example, the user could mark a
target area that should be covered by the MUAVs instead of specifying movement commands for individual MUAVs.
6
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AND

F UTURE W ORK

In this paper we introduced a novel approach to interactively generate a VE as a reconstruction of the real world using a swarm of
autonomously flying MUAVs. We described the AVIGLE project
to establish the context our work has been conducted in. The benefits of using VR technology for the operator of the system have
been outlined. The efficient use of VR technology to support the
user and create an intuitive user interface will be a continued area
of research in the scope of this project.
In the future we will further extend and refine the processing
steps described in this paper. Some of the techniques and algorithms in use so far promise good results, but others need to be
significantly improved, as discussed in the respective sections describing our process chain. The specific requirements for efficient
handling and processing of the large amount of data generated will
be one of the central research and development challenges in project
AVIGLE.
Our future work will focus on the integration of our work with
the other project partners to create a working prototype of the entire
system. Using this prototype we will verify and evaluate our work
in order to guide our future work. This prototype will also be presented to potential users of the system to get an early feedback of its
usability that can be taken into account for future design decisions.
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